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ABSTRACT

Objective: To specify Traceability in Scientific Search (TRACE-S) and examine its exploratory application to
documenting the provenance of bibliographic searches. Methods: The specification was applied to three PubMed
query versions concerning artificial intelligence and periapical lesions. V01 and V02 did not restrict search fields;
V03 limited the search to title and abstract (Title/Abstract) and was repeated by the same agent. No date, language,
species, or study-design filters were applied. Four executions were reconciled by PubMed identifier (PMID).
The 20 lowest-numbered PMIDs were examined using artificial intelligence-assisted extraction followed by human
verification. The internal integrity of the records was subsequently checked. Results: TRACE-S comprises six
operational stages, seven documentary categories, and the Scientific Search Quality Checklist (SSQC-15), an
unvalidated preliminary checklist. The four executions retrieved 123, 134, 127, and 127 records, corresponding
to 134 unique PMIDs and 511 execution–document associations. Of the 20 records examined, seven were
operationally included, eleven were excluded, and two remained unresolved; five inclusions relied on contextual
inference. The audit confirmed the internal consistency of the retrieved sets, documentary links, and recorded history.
Conclusion: The preserved dataset showed reconciliation and internal traceability across queries, executions,
records, and eligibility judgments. The validity of the judgments, independent reconstruction, superiority over existing
approaches, and validity of the SSQC-15 were not demonstrated.
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1 Introduction
The final expression of a search does not, by itself, show
how concepts were translated into terms, why a query
was modified, or which documents each execution re-
trieved. Evaluating this process requires preserving the
relationships among information needs, search strategies,
results, and eligibility decisions. Inadequate reporting
of these relationships hinders critical appraisal and the
reconstruction of published searches1.

The Peer Review of Electronic Search Strategies
(PRESS) provides guidance for the technical review
of search strategies2; the PRISMA-S extension (Pre-
ferred Reporting Items for Systematic Reviews and Meta-
Analyses literature search extension) sets out reporting
requirements3; and Haddaway et al. describe a structure
for documenting bibliographic search histories4. PROV-O
(PROV Ontology), in turn, provides general concepts of
entities, activities, and agents without prescribing the
representation of queries and eligibility decisions5. These
frameworks address different aspects of transparency. The
question examined here is how, within a single task, con-
cepts, terms, versions, executions, retrieved records, and
judgments can be linked while preserving the sequence
of decisions. The aim is neither to replace existing
frameworks nor to treat documentary integrity as evidence
of scientific validity.

TRACE-S (Traceability in Scientific Search) organizes
this process through identifiable units and explicit relation-
ships. Each query version, execution, document, and judg-
ment retains its own identity; reasons for modifications,
retrieval origins, and previous states remain accessible in
the history. TRACE-S is neither a search algorithm nor
a measure of information-retrieval performance. Canvas
TRAMA may precede task delimitation, as it did in the
educational project mentioned here, but its use is not part
of the mandatory TRACE-S core6.

The study had three objectives: to specify the documen-
tary categories and relationships of TRACE-S, to illustrate
its use across successive PubMed queries, and to verify the
internal consistency of the preserved records. This final
procedure was not prospective validation, independent
re-execution, or a comparison of information-retrieval
performance.

2 Foundations and intended use
The relevance of a record depends on its relationship to
the research question and established criteria, not on the
study’s intrinsic methodological quality. Precision is the
proportion of relevant records among those retrieved; esti-
mating recall requires knowledge of the relevant-study set,
defined independently of the strategy under examination7.
Without such judgments and denominators, higher re-
trieval counts, stable responses, or greater overlap between
sets do not establish better search performance.

Here, a query version is an identifiable executable
expression accompanied by the reason for its modification.
An execution is the event in which a version is applied to
a source under documented conditions. The same expres-
sion may retrieve different sets as indexing, interfaces, or
database coverage change8,9. Changes in operators, terms,

fields, or filters generate new versions. When the research
question or eligibility criteria change substantially, the
specification calls for a new task linked to the previous one,
thereby preserving historical judgments.

TRACE-S is intended for librarians, information profes-
sionals, and researchers who need to examine how a search
was constructed, executed, and documented. Although
conceptually independent of any specific application, this
feature does not establish technical interoperability. The
sufficiency of the rules across other tasks, third-party
reconstruction, inter-rater agreement, and the associated
workload remain to be investigated.

3 Methods

3.1 Study design and specification development
Development combined iterative conceptual modeling
with an exploratory documentary application. Canvas
TRAMA had previously been used to delimit an educa-
tional project concerning the standardization of search
strategies. The later dental pilot had a different question
and purpose; no documentation of a second completed
workbook was found. The documents generated in this
application belong to TRACE-S.

The specification drew on functions previously de-
scribed in the literature for the technical review of queries,
search reporting, preservation of search histories, and
data provenance. Record categories, links, and rules
for handling modifications and insufficient information
were defined. The Scientific Search Quality Checklist
(SSQC-15) was developed as a preliminary documentary
inspection checklist, not as a scale of retrieval perfor-
mance. No systematic development process, formal expert
consensus, content validation, or reliability testing was
undertaken. Accordingly, its items were not assigned
weights, an aggregate score, or a cutoff.

3.2 Task, source, and eligibility
The exploratory task examined PubMed searches on the
application of artificial intelligence to the radiographic
identification of periapical lesions. PubMed was selected
because bibliographic identifiers were available and re-
sponses from successive executions could be compared.
The purpose was to demonstrate documentary relation-
ships, not to conduct an exhaustive systematic review. Lo-
cal identifiers PILOT-P01 (project), PILOT-S01 (scope),
and PILOT-T01 (task) were used.

The queries used resources of the National Center for
Biotechnology Information (NCBI), including PubMed
and the E-utilities retrieval services10–12. No date,
language, species, or study-design filters were applied.
Search blocks comprised free-text terms without a manda-
tory Medical Subject Headings (MeSH) descriptor block.
Radiographic modality and permanent dentition were as-
sessed at eligibility screening rather than specified as
retrieval-expression conditions. The strategy was appro-
priate for the intended documentary demonstration but
does not support an inference of exhaustive coverage.

Eligibility criteria included original studies using dental
radiographic images and artificial intelligence methods to
detect, classify, or segment periapical lesions. Data on
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permanent human dentition, or results reported separately
for that population, were required, together with a quan-
titative comparison against a reference standard (ground
truth). Studies lacking original empirical data, studies
conducted exclusively in animals, and studies using incom-
patible imaging modalities were excluded. No minimum
performance threshold was defined. The documentary
protocol was preserved locally before the searches, without
public preregistration.

3.3 Queries and preservation of provenance
Two thematic blocks were combined: periapical lesions
and artificial intelligence. Alternatives within each block
were connected by OR; the blocks were joined by AND.
The first version (V01) used free-text terms without ex-
plicit field restrictions. V02 added ‘deep learning’ while
retaining that configuration. In V03, the same terms
were restricted to title and abstract (Title/Abstract). The
immediate repetition of V03 by the same agent constituted
the fourth execution but was not an independent recon-
struction test.
V01 — initial query
("periapical lesion" OR "periapical lesions" OR
"apical periodontitis")
AND ("artificial intelligence" OR "machine learning")

V02 — terminology expansion
("periapical lesion" OR "periapical lesions" OR
"apical periodontitis")
AND ("artificial intelligence" OR "machine learning" OR
"deep learning")

V03 — field restriction
("periapical lesion"[Title/Abstract] OR
"periapical lesions"[Title/Abstract] OR
"apical periodontitis"[Title/Abstract])
AND ("artificial intelligence"[Title/Abstract] OR
"machine learning"[Title/Abstract] OR
"deep learning"[Title/Abstract])

The documentary package retained the entered expres-
sions, PubMed’s effective translations, the parameters, and
the PMID lists. During the subsequent audit, the four
responses were compared with the Execution–Document
relationships and the 134 bibliographic records preserved
in Extensible Markup Language (XML), obtained through
EFetch. Verification of the links showed internal consis-
tency. This verification neither externally authenticates the
recorded capture times nor independently reproduces the
database responses.

3.4 Judgments and documentary analysis
The four executions were reconciled by PubMed identifier
(PMID), preserving each document’s retrieval origin. To
illustrate the decision history, the 20 numerically lowest
PMIDs in the union of the four retrieved sets were selected.
This deterministic selection was not random and is not
representative of the 134 retrieved records. Artificial
intelligence (AI) assisted the initial extraction of data and
evidence; the authors subsequently performed a human re-
view. Eligibility states, evidence, rationales, and changes
were recorded. There was no independent dual assessment,

blinded adjudication, or systematic measurement of work-
ing time.

The analysis distinguished explicit textual confirma-
tion from contextual inference concerning the population,
clinical setting, and images. No uniform evidentiary
threshold for accepting inferences was established in ad-
vance; therefore, operational inclusion does not mean
that every criterion was explicitly confirmed in the text.
Insufficient information was recorded as an unresolved
judgment. Counts, intersections, between-set differences,
and Jaccard indices were calculated. The subsequent audit
examined relationships and events without generating new
eligibility judgments.

4 TRACE-S documentary specification

4.1 Categories and relationships
The specification comprises seven categories: Task (ques-
tion and criteria), Concept (information need), Term (ex-
pression and function), Query version (executable expres-
sion and rationale), Execution (application of a version
under recorded conditions), Document (retrieved biblio-
graphic record), and Judgment (decision, evidence, and
history). Figure 1 presents the sequence of relationships;
Table 1 lists the minimum elements. These categories are
not formally equivalent to the classes of PROV-O.

The Version–Term relationship records the composition
of expressions. Execution–Document preserves each re-
trieval occurrence, including when a document appears in
different executions. A Judgment remains associated with
the task and preserves previous states after revision. In
the pilot, the files made it possible to check PMIDs and
their links. Cardinalities, integrity constraints, and interop-
erability mappings required for external implementations
were not fully formalized.

Scope delimitation may be linked to Canvas TRAMA
by referring to a preserved workbook version. This link
is optional and does not automatically import workbook
fields into TRACE-S. Conceptual exclusion also does not
require use of the NOT operator. Substantial changes to
the research question or eligibility criteria should give rise
to a new task related to the previous one, without replacing
historical judgments.

4.2 Operational stages and SSQC-15
The workflow was divided into six revisable stages: (1)
delimit the task, question, and eligibility criteria; (2) jus-
tify sources and export options; (3) document concepts and
terms; (4) construct queries, including fields, filters, and
operators; (5) review and version expressions, recording
reasons for changes; and (6) execute searches, preserve
results, and document judgments. The stages describe ac-
tivities; the seven categories define what remains recorded.

The SSQC-15 contains fifteen documentary inspection
questions (Table 2). Each item allows the responses
‘yes’, ‘partial’, ‘no’, and ‘not applicable’, accompanied by
evidence and rationale. Some items concern the presence
of records, whereas others require assessment of concep-
tual fidelity or the conditions for re-execution. Because
the items do not measure a homogeneous construct and
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Figure 1 — Proposed conceptual sequence for recording provenance in TRACE-S.

Scope delimitation
Canvas TRAMA or alternative

Task
Question, purpose, criteria

optional

Search provenance

Concepts Terms Query
versions Executions Documents

Documentary judgment
Evidence, reviewer, state, and revisions preserved

Source: prepared by the authors
Note: When used, Canvas TRAMA is an optional antecedent to scope delimitation. The arrows indicate proposed documentary relationships;
they do not demonstrate causality, empirical validation, independent re-execution, or interoperability conformance.

Table 1. TRACE-S categories, minimum information, and documentary relationships.

Record Minimum content Relationship

Task Question, purpose, fixed eligibility criteria; optional
reference to preserved scope

Contains task-specific concepts and judgments

Concept Definition and function Belongs to the task; represented by terms
Term Literal expression, source, language, and rationale Linked to concept and query versions
Query version Executable expression, platform, predecessor, ratio-

nale
Belongs to the task; may have multiple executions

Execution Version, source, parameters, date and time, status,
counts

Links the version to every returned document

Document PMID, Digital Object Identifier (DOI), or reconciled
bibliographic identity

Preserves all retrieval origins

Judgment Task, document, evidence, reviewer, state, rationale Preserves previous states and revisions

Source: prepared by the authors

have not been validated, their results do not support an
aggregate score or cutoff.

4.3 Set comparisons and failure conditions
To examine changes between queries, each response was
represented as a set of PMIDs. Let A denote the preceding
execution and B the subsequent one. The intersection A
∩ B contains records present in both; B \ A identifies
newly added records, and A \ B those no longer present.
The union A ∪ B counts each PMID once, even if it
was retrieved in more than one execution. Reconciliation
therefore separates bibliographic identity from retrieval
occurrence.

In the transition from V01 to V02, all 123 PMIDs
were retained and eleven were added, yielding 134. Re-
stricting the fields in V03 retained 127 records and no
longer retrieved seven. These values describe differences
between responses; they do not show that adding terms or
restricting fields made the strategy more appropriate for
the clinical question.

The Jaccard index was calculated as J = |A ∩ B| / |A ∪
B|, the proportion of shared identifiers relative to the union
of the two sets. Its value ranges from zero to one and is

undefined when both sets are empty. The observed indices
were 0.9179 between V01 and V02, 0.9478 between V02
and V03, and 1.0000 when comparing E03 with E04.
Overlap, however, is not equivalent to precision, recall, or
relevance of the retrieved documents.

The records were checked against identifiers, documen-
tary relationships, and cryptographic digests produced by
the 256-bit Secure Hash Algorithm (SHA-256). Agree-
ment between the digests and the manifest supports the
internal integrity of the files examined. It does not
certify the external origin of the results, the correctness
of judgments, or the feasibility of reconstruction by third
parties.

Three distinct situations were preserved: an execution
completed with no records; an attempt interrupted by a
technical error; and a retrieved document with unresolved
eligibility. The first two concern execution; the last
concerns judgment. Before E01, a failed attempt resulting
from a domain-resolution error was recorded as an error
and was not included in valid result counts.

Eligibility decisions were classified as relevant (R),
irrelevant (I), or unresolved (U), such that N = R + I +
U. When U > 0, the ratios R/N and (R + U)/N establish
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conditional bounds, assuming the remaining judgments
are correct. Among the 20 records examined, these
bounds are 7/20 (35%) and 9/20 (45%). They are neither
confidence intervals nor estimates of precision for the 134
retrieved records. It should be noted that five of the seven
inclusions relied on contextual inference.

5 Results of the documentary application
The four valid ESearch responses contained 123, 134, 127,
and 127 PMIDs. The attempt preceding E01, interrupted
by a domain-resolution error, was not counted. Together,
the executions yielded 511 Execution–Document associa-
tions and 134 distinct records (Table 3). E04 returned a
JavaScript Object Notation (JSON) response identical to
E03, although it represented a separate event recorded by
the same agent. No external certification of capture times
is available.

Concepts C01 (periapical lesions) and C02 (artificial
intelligence) formed the two mandatory search blocks.
C03, concerning dental radiography and permanent den-
tition, was used in the eligibility assessment. The files
conceitos.csv and protocolo_congelado.json preserve this
distinction. C03 was therefore not an omitted retrieval
block.

Six terms and 17 Version–Term links were verified:
five in V01, six in V02, and six in V03. The 134
bibliographic records matched the preserved EFetch XML.
These correspondences make it possible to identify the
expressions used and the origin of each retrieval. They do
not demonstrate terminological exhaustiveness, the clini-
cal relevance of every record, or comparative performance.

Of the 20 PMIDs examined, seven studies were opera-
tionally included, eleven were judged ineligible, and two
remained unresolved (Table 4). Explicit textual confirma-
tion of permanent dentition was reported for the studies
by Moidu et al. and Kirnbauer et al.13,14. Studies by
Setzer et al., Ezhov et al., Zadrożny et al., Calazans et al.,
and Ari et al. were included on the basis of contextual
inference15–19; for records by Orhan et al. and Bayrakdar
et al., the available documentation did not sufficiently con-
firm dentition in the study samples or separately reported
results for permanent teeth20,21. The other 114 records in
the union were not assessed.

The study by Moidu et al. (PMID 34213664) illustrates
the preservation of a revised decision. Following an ini-
tially inconclusive judgment, textual information concern-
ing mature permanent mandibular teeth was recorded13.
The history retains both states and the basis for the change;
the documentary check was not an adjudication by an
independent examiner.

In the subsequent verification, SHA-256 digests
matched the 30 primary items in the original manifest.
The 511 associations, the four execution lists, the 134
PMIDs, and the 20 current states were also confirmed
as compatible with a history of 76 judgment events. An
informational file mentioned in the external manifest was
absent, but no discrepancy was identified among the 30
verified primary hashes. Because not all PDFs and original
forms used for eligibility decisions were available, this
check does not substantively validate the classifications.

6 Proposed independent evaluation
The first step in an independent evaluation will be to
determine whether the categories and links suffice to
reconstruct a task’s history. The SSQC-15 also requires
content-validity assessment, particularly for overlaps be-
tween source justification and identification (items 2 and
9), search limits and execution conditions (8 and 10), ter-
minological links and conceptual fidelity (4 and 13), and
result reconciliation and judgment denominators (11 and
14). For item 12, the presence of potentially re-executable
records must be distinguished from an actual re-execution.

Subsequent studies may test the reconstruction of
queries, retrieval links, and rationales for changes across
different databases and tasks. Examiners should be un-
aware of historical judgments. Outcomes to be specified
in advance include the proportion of correctly recon-
structed links, inter-rater agreement, time required, and
interpretation errors. Retrieval performance, in turn, will
depend on a reference set of relevant studies established
independently. None of these tests was conducted in the
pilot.

Estimating the incremental contribution of TRACE-S
will require comparison with existing structured practices,
rather than merely with the absence of documentation. The
cost of maintaining records must also be measured. Any
integration with Canvas TRAMA is a separate question
requiring its own evaluation.

7 Discussion
In the pilot, 134 distinct bibliographic identifiers were re-
trieved across four executions, producing 511 Execution–
Document relationships. The difference between these
totals is substantive: a PMID identifies the bibliographic
record, whereas each association preserves the event in
which that record appeared. Judgments add a decision-
related dimension by documenting the basis for classifi-
cation and, where a decision was revised, its previous
state. Reconciliation demonstrated consistency within the
package but did not independently verify the correctness
of the decisions.

Existing approaches make complementary con-
tributions. PRESS guides technical review of
search strategies2; PRISMA-S provides reporting
recommendations3; Haddaway et al. propose a structure
for preserving search histories4; and Lin et al. recommend
retaining source-specific exports, selection decisions, and
information on the use of artificial intelligence22. The
concern with traceability therefore predates TRACE-S.
Its proposed distinctive feature is the joint description
of Concept–Term, Term–Version, Version–Execution,
Execution–Document, and Task–Judgment links, with ra-
tionales and previous versions retained. This study did not
formally compare that architecture with existing models
in terms of completeness, cost, or reconstructability.

Adding ‘deep learning’ yielded eleven additional
PMIDs; limiting the search to title and abstract fields
resulted in seven records no longer being retrieved. These
shifts can be interpreted because the versions and their
responses were preserved. Nevertheless, the use of a
single database, a deliberately restricted terminological
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Table 2. SSQC-15: preliminary documentary inspection items (unvalidated instrument).

No. Inspection item Evidence

1 Stable task Identifier and consistent criteria
2 Justified sources Database and platform rationale
3 Controlled vocabulary Choice or rationale for not using it
4 Concept–term links Origin and function of terms
5 Terminological variants Synonyms, spelling variants, language
6 Logical operators Grouping and Boolean logic
7 Platform syntax Effective translations and query execution
8 Justified limits Fields, dates, language, study design
9 Source identification Database and platform

10 Execution conditions Time zone, parameters, version
11 Reconciled counts Exports and deduplication
12 Re-executable record Independent reconstruction or outstanding issue
13 Conceptual fidelity Alignment of question, concept, and term
14 Judgments and denominators Relevant, irrelevant, unresolved, and origins
15 Version history Predecessors, rationales, and outputs

Source: prepared by the authors

Table 3. Records retrieved per execution and changes relative to the preceding execution.

Execution Version PMIDs Retained Added Lost Jaccard

E01 V01 123 — — — —
E02 V02 134 123 11 0 0.9179
E03 V03 127 127 0 7 0.9478
E04 V03 (repeat) 127 127 0 0 1.0000

Source: prepared by the authors
Note: Retained, added, and lost records are calculated relative to the immediately preceding execution. E04 is a repetition of V03 by the same
agent, not an independent reconstruction.

expression, and the absence of an independently defined
relevant-record set preclude calculation of recall. Since
only 20 of 134 records were examined, the observed
proportions cannot be used to estimate overall search
precision. Nor does the deterministic selection support
statistical inference to the entire retrieved set.

Preserving the unresolved state prevented insufficient
information from being treated as definitive exclusion. Of
the seven operational inclusions, five relied on contextual
inference and two had reported textual confirmation of
permanent dentition. The history of 76 events records
changes and rationales. However, some full texts and
original screening forms were not included in the audited
package; what was confirmed was the consistency of the
decision records, not their substantive correctness.

The fifteen SSQC-15 items cover different activities:
some verify that documents are present, whereas oth-
ers require judgments about conceptual adequacy or re-
execution feasibility. This heterogeneity currently pre-
vents treating the checklist as a unidimensional quality
scale. Record sufficiency for attempting to reproduce a
query and the success of an independent reconstruction
must be assessed separately. Content validation and
inter-rater agreement testing are future steps.

Four limitations qualify interpretation of the findings:
neither the capture times nor the responses were externally
authenticated; some full texts and original screening forms
were absent from the audited package; no independent
reconstruction or incremental comparison was performed;
and eligibility was illustrated using a deterministic subset
of 20 records. Documentary traceability is the demon-
strated result. Retrieval quality and the validity of judg-
ments require additional evidence.

8 Conclusion
The TRACE-S specification establishes documentary links
among tasks, concepts, terms, query versions, executions,
documents, and revisable judgments. In its exploratory
PubMed application, the preserved files allowed reconcil-
iation of 134 unique PMIDs, 511 Execution–Document
relationships, 17 Version–Term links, and the documented
history of eligibility judgments for 20 examined records.
The task demonstrated the organization and internal con-
sistency of these records, thereby meeting the study’s
descriptive objectives. The substantive validity of the judg-
ments, independent reconstructability, superiority over
existing systems, overall retrieval quality, and validity of
the SSQC-15 were not evaluated.
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Table 4. Eligibility judgments for the 20 records examined.

Decision Sample positions n Evidence status

Operationally included 3, 8, 9, 11, 15, 18, 20 7 2 with explicit evidence; 5 contextual
Criterion not met 1, 4, 5, 6, 7, 10, 13, 14, 16, 17, 19 11 I
Unresolved at closure 2, 12 2 U: unresolved; irrelevance not established

Source: prepared by the authors
Note: Positions refer to the numerical ordering of PMIDs in the sample, not to the identifiers themselves. The other 114 records were not
examined.

Table 5. Provenance files corresponding to the application results.

Result Files in the archive

Expressions and translations dados/versoes.csv; fontes/PILOT-E01.json–PILOT-E04.json
Execution conditions execucoes.json; protocolo_congelado.json
Distinct PMIDs and associations dados/documentos.csv; dados/execucao_documento.csv
Eligibility history dados/revisao_humana_atual.csv; dados/revisao_humana.csv

Source: prepared by the authors
Note: The paths shown are relative to the 02_REGISTROS_PRESERVADOS/ folder in the confidential package. Verification of these files
does not authorize public disclosure or automatic transmission of identified documentation to reviewers.

Supplementary materials and documentary
availability
The package made available for confidential editorial
inspection contains query expressions, ESearch/EFetch
responses, documentary relationships, and judgment his-
tory. The audit identified an issue involving the external
manifest and the absence of some full texts and original
selection documents. Supplement 1 describes the optional
Canvas TRAMA–TRACE-S interface; Supplement 2 de-
scribes eligibility judgments. Transmission of the iden-
tified package to reviewers or its public release requires
authorization from the responsible custodians.

Use of artificial intelligence and scientific
responsibility
The authors used Codex/OpenAI to support the formula-
tion and execution of bibliographic queries, record pro-
cessing, preliminary information extraction, and documen-
tary and textual organization. Both authors reviewed and
approved the pilot protocol and its incorporation into the
manuscript. Extracted information, eligibility decisions,
references, and AI-assisted content were reviewed and
checked by the authors, who assume full responsibility
for the submitted version. Canvas TRAMA was used to
support research-scope delimitation and alignment of the
question, objectives, and methods. The authors’ review
does not constitute an independent assessment or formal
validation of TRACE-S or SSQC-15. AI is not an author.
The study used published bibliographic records, without
participant recruitment or processing of identifiable clini-
cal records. Specific tool versions were not recorded in the
authors’ declaration.
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